Scalable Belief Updating for Urban Air Quality Modeling
and Prediction

XIUMING LIU, Uppsala University, Uppsala, Sweden
EDITH NGALI, The University of Hong Kong, Pokfulam Road, Hong Kong, China
DAVE ZACHARIAH, Uppsala University, Uppsala, Sweden

Air pollution is one of the major concerns in global urbanization. Data science can help to understand the
dynamics of air pollution and build reliable statistical models to forecast air pollution levels. To achieve these
goals, one needs to learn the statistical models which can capture the dynamics from the historical data and
predict air pollution in the future. Furthermore, the large size and heterogeneity of today’s big urban data
pose significant challenges on the scalability and flexibility of the statistical models. In this work, we present
a scalable belief updating framework that is able to produce reliable predictions, using over millions of his-
torical hourly air pollutant and meteorology records. We also present a non-parametric approach to learn
the statistical model which reveals interesting periodical dynamics and correlations of the dataset. Based on
the scalable belief update framework and the non-parametric model learning approach, we propose an itera-
tive update algorithm to accelerate Gaussian process, which is notorious for its prohibitive computation with
large input data. Finally, we demonstrate how to integrate information from heterogeneous data by regarding
the beliefs produced by other models as the informative prior. Numerical examples and experimental results
are presented to validate the proposed method.
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1 INTRODUCTION

Air pollution in urban environment has been a well-known problem for a very long history glob-
ally. Ever since the Victorian Britain, we have read Charles Dickens’ records about the urban air
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pollution in London as a side effect of the industrial revolution. In today’s China, the number of
motor vehicles reaches nearly 300 million,! which echoes the increasing concerns about the air
quality in major cities around the globe. The World Health Organization (WHO) reports that the
air pollution raises a high risk of various health problems to citizens and generate a significant
amount of economic cost to the society [21]. Data science can contribute tools and knowledge
to help solving the air pollution problem. For example, predicting the future air quality based on
statistical models and historical data is very useful for both city administrators and citizens.

However, it is non-trivial to provide reliable predictive results for urban air quality, due to that
a large number of random factors (various human activities and meteorology conditions) can pro-
duce significant impacts on the urban air qualities. To tackle this challenge, the following research
questions need to be addressed. First, how do we construct an interpretable statistical model which
is capable of revealing interesting dynamic patterns and predict future dynamics? Second, how do
we utilize large and heterogeneous historical data for producing the predictions? To answer those
questions, in this work, we focus on two aspects of the data analysis for urban air quality: descrip-
tive statistical modeling of the large historical measurements and scalable prediction methods for
future air quality levels based on big data.

The increasing amount of connected sensors and intelligent devices provide us access to large
and heterogeneous data. Very often, the data include the historical measurements of concentra-
tions of air pollutants and other relevant records such as meteorological records (e.g., temperature,
wind speed, etc.). In some cities, efforts of measuring air quality have been carried out for decades,
which provides us a large dataset (over millions of hourly records). As we will show through this
article, historical data contains rich information about the dynamics of air pollution levels in the ur-
ban area, and can be used to produce accurate predictions of future air quality. In this work, we take
the hourly concentrations of nitrogen-dioxides (NO,) and particulates with a diameter between 2.5
and 10 micrometers (PMj() at several monitoring stations to be a measure of air quality [1, 22].

To extract useful information from those large and heterogeneous data, we use the descriptive
and predictive statistical models. A descriptive model reveals interesting patterns in the historical
measurements, while a predictive model produces predictions for future air quality based on the
inputs. In general, a statistical model connect measurements with the unobserved variables, using
probability distributions. Recalling the Box’s dictum “all models are wrong but some are useful”
[6], we are looking for models that are capable of accommodating different types of data in large
amounts and produce accurate predictions of future air quality levels.

Among many candidates for statistical modeling of time-series data (such as the concentrations
of air pollutants indexed by time), Gaussian process (GP) has been widely applied for its simplicity
and flexibility [12, 17]. A GP is a model of stochastic processes under the assumption of an
arbitrary set of samples drawn from the process is jointly Gaussian distributed [4, 25]. Applying
GP for regression analysis consists of two steps: model learning and prediction. The model learning
step refers to the procedure of building GP models based on the training data. A GP is uniquely
specified by its mean and covariance (or kernel) functions. To obtain the GP model, typically one
has to accomplish three tasks: first, study and discover the dynamics in the training data; second,
design the mean and covariance functions with hyper-parameters which encode the discovered
dynamics; finally determine values for hyper-parameters via various estimation methods, such as
maximum likelihood estimation (MLE). However, this parametric approach of learning GP can be
ineffective in big data applications due to the difficulty of optimizing values of parameters in the
likelihood function which contains very large covariance matrices. Both model learning and predic-
tion steps necessitate computing inverses of the N X N covariance matrix, which require a storage

IStatistics from the Traffic Management Bureau of the Public Security Ministry, PRC, January 2017.
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and runtime that scale as O(N?) and O(N?), respectively. This fact makes it computationally
infeasible to apply the full GP regression to the urban air quality scenario with big data.

In this work, we will show how the GP model can be learned from big data in an empirical and
non-parametric fashion which is simple and effective. We build on the belief updating formulation
in Bissiri et al. [5] which generalizes the standard Bayesian approach. We develop a scalable
formulation that overcomes the computational limits of the standard approach for predicting
urban air quality. The resulting method is capable of producing accurate and reliable predictions
based on a large historical data records. The contribution of this work is summarized as follows:

e We present a fully non-parametric method for modeling the urban air quality and meteo-
rological data. This model reveals interesting dynamics of the urban air quality.

e We propose a scalable belief update method to produce predictions based on very large and
heterogeneous datasets, using the composite likelihood and informative priors.

e We propose a recursive belief update algorithm which can mitigate the computational com-
plexity bottleneck of classic Gaussian process model. We also show that the popular sparse
GP models are special cases of the scalable belief updating method, when using different
alternatives of the standard likelihood function.

This article is organized as follows: In Section 2, we review the related work of statistical model-
ing for time-series data, including Gaussian process and a more general belief updating framework.
In Section 3, we present descriptive modeling and analysis for the urban air pollution and meteo-
rological data. Based on the revealed patterns in the statistical models, we propose a scalable belief
updating method for air pollution prediction in Section 4. Numerical examples, experimental re-
sults, and discussions are provided in Section 5. Finally, we conclude this article and discuss the
future work.

Notations
x¢ is a column vector indexed by the vector of time stamps, x; = [x; x2 ... xn]". p, is the
column vector of means, g, = [y p2 ... pn]", and T ¢ is the covariance matrix of the vector x;

with the (i, j) entry E[(x; — p1;)(x; — pj)]. Similarly, X, ¢, is the cross-covariance between vectors
x¢, and x¢,.

When the data x; is divided into K segments and the length of a segment is M, we denoted the
divided dataas x; = {x¢,,...,X¢ .}, where x;, is the kth segment. For example, if x; represents the
total 40 weeks of hourly data and is divided into K = 4 segments, then {x;, x¢,, X¢,, X¢,} represents
the first, the second, the third, and the fourth 10 weeks of hourly data, respectively. And each
segment of data will contain 10 X 7 X 24 hourly measurements.

Dxr(q || p) is the KL divergence between two probability distributions q and p.

2 RELATED WORK

A large number of studies have been performed on analyzing big urban air quality data. In this
section, we review previous studies of urban air data modeling, Gaussian process (GP) regression,
and the belief updating framework.

Urban Air Quality Monitoring and Modeling. There are many research work on monitoring the
urban air quality with sensors and forecasting the future air quality based on machine learning
models. Zheng et al. [32] present the general concept of urban computing with applications in air
quality monitoring and prediction. In [33] and [34], the authors present an air quality prediction
model using many urban-related features such as the point-of-interest, the traffic data, and the
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mobility trajectories. In [27], Shaban et al. present an air-quality monitoring system with various
machine learning prediction models. Jain et al. [15] apply the graph signal processing to analyze
the environmental impact of burning different types of heating oils in big cities.

With the recent advance of deep learning methods, many works apply various deep learning
models for forecasting urban air quality. Among those models, the recurrent neural networks
(RNN) [9] and its variant, the long short-term memory (LSTM), are the most popular type of mod-
els for time series prediction [2, 8, 13, 18, 23, 31]. Yi et al. [31] proposed a distributed deep fusion
network, which takes spatial transformed air quality index and meteorology data as input and gen-
erates predicted future air quality index. Qi et al. [23] proposed a deep air learning method which
consists of an auto-encoder with feature selection and a semi-supervised spatial-temporal regres-
sion network. In [18], Liang et al. presented a multi-layer attention network for spatial-temporal
sensor data regression.

Gaussian Process Regression. Among a large numbers of candidates for modeling time-series data,
Gaussian process (GP) is a widely applied model for regression analysis and prediction [4, 25]. A
GP model is specified by its mean and covariance functions, instead of a finite set of parameters
[4]. A GP model defines a prior distribution for the concentrations of pollutants x, with time
inputs t*. Given a set of historical concentrations x; with time inputs ¢, the posterior distribution
for unobserved x., is a conditional Gaussian distributions with closed-form solutions for mean
values and covariances. By designing the mean and covariance functions, GP allows us to represent
various properties learned from the air pollution data.

Nevertheless, given a set of observations x; with size N, the inversion of covariance matrices
(size of N X N) in GP regression requires a runtime that scales as O(N®) [24]. This fact limits
the application of GP regressions to small or moderated data sets. A great effort of developing
scalable GP for big data has been made in the last decade [19, 24]. Sparse GP (SGP) regression
is based the idea of using relatively small set of observations to represent the information in the
entire set of observations [24]. Two examples of SGP are the subset of data (SoD) method and the
subset of regression (SoR) method. The SoD is perhaps the most intuitive method. In general, we
select M samples from N observations (M < N), such that the running time of matrix inversion is
reduced to O(M?) [24]. The selection scheme of a subset of observations has a clearly major impact
on the accuracy of inferences. Instead of randomly selecting observations, one might choose the
most informative samples by maximizing the information gain [17, 26]. The disadvantage of the
SoD methods is that only a small part of the training data will be used. In order to include more
information from the available observations, the SoR methods, such as the “fully independent
conditional (FIC)”, are proposed [24, 29]. The SoR methods use the inducing variables to encode
more information from the observations for inferences. However, in order to avoid the inversion
of large covariance matrices, approximations are required to model the conditional distribution
for the entire observations sets given inducing variables. This approximation can be expensive in
the sense of information loss.

Belief Distribution Update. Bissiri et al. [5] proposed a general belief updating framework, which
minimizes the expected loss plus a regularization term. If the loss function is defined as the negative
log-likelihood function given the past observations x;, then the result equals the standard poste-
rior belief distribution. This formulation highlights a major bottleneck of the standard Bayesian
approach (such as the GP model): the evaluation of the full joint likelihood with a large dataset.
Furthermore, the generalization of standard Bayesian methods allows us to design the prior which
contains information from heterogeneous and non-structural data, for instance, the impact of me-
teorological condition on the urban air quality.
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Fig. 1. An example of NO2 hourly measurements collected from Station 1 during April 2010.
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Fig. 2. Power transformation of the NO, measurements.

3 DESCRIPTIVE STATISTIC OF THE AIR POLLUTION DATA

In this section, we explore various statistical properties of the urban air quality data: the log-
normality of air pollution concentrations; the periodic patterns; and the impact of meteorology
conditions.

The dataset? studied in this work contains two types of air pollutants, NO,and PM;, which are
measured by the hourly averages (ug/m®) from five different stations in the city. The total time
period of the measurements last 10 years, from January 1, 2006 to December 31, 2015. An example
of the air pollutants data are shown in Figure 1. The dataset also contains five types meteorology
data (hourly average) collected at a region station during the same time period, namely radiation
(W/m?), relative humidity (%), temperature (°C), wind speed (m/s), and wind direction (azimuth
degree °). The other important side information of the dataset is the time vector itself. For example,
by looking up the calendar, one can easily determine the weekday of a given time point. The dataset
thus has a considerably large size (nearly a million data points) and contains heterogeneous data

types.

3.1 Power Transformation of the Original Measurements

Before proceeding to further analysis, we shall have a glance at the distributions of the NO; and
PM; data. Since the air pollutants are measured by concentrations, the data are non-negative.
Furthermore, the data are highly skewed toward to zero and have long tails into the high con-
centrations (see Figure 2(a)). This non-Gaussian distribution imposes challenges for modeling and
prediction of the data.

2 Available at: http://slb.nu/slbanalys/.
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Fig. 3. The auto-covariance function (ACF) of the NO2 and PMy( data.

To make the data more Gaussian-like, we apply the power transformation [7, 30] to the original
measurements. The transformed data are centered around zero (Figure 2(b)), and follow a distribu-
tion with the bell curve. Models (for example, the Gaussian process) then can be constructed based
on the log-transformed data. Note that the predictive results need to be inversely transformed to
be read as proper units of air pollutants concentrations (ug/m?).

3.2 Identify the Periodical Patterns

Since the human activity (for instance, the road traffic) is the major source of air pollutants in
urban areas, the air-quality data shows different dynamics during different hours and weekdays.
In the following, we explore those dynamics and present a quantitative analysis of the periodical
patterns in the urban air pollution data.

To begin with, we calculate the sample auto-covariance function (ACF) for each pollutant. Fol-
lowing the definition in [28], the sample ACF for a pollutant, x¢, is given by

N
V(AN = = > Ellxeras ) — o)) 1)
t=1

where u, = % Zfil x¢ is the sample mean of x;, and At is the lag. The ACFs for NO, and PM;,
from Station 1 are visualized in Figure 3, which evidently reveals the periodical patterns: for both
NO; and PM; there are exactly seven peaks within a week, representing the daily patterns; for
NOg, the peaks at lag of weeks stands out from peaks of days, indicating that different weekdays
have significant impacts on the NO; level in the city.

The power spectral density (PSD), which is the Fourier transform of the ACF (the Wiener-
Khincin theorem, see [10]), describes how the power of data distributed in the spectral domain.
The PSDs of the NO, and PM;, data are visualized in Figure 4, which reveals a few interesting
characteristics: first of all, for both NO; and PM;, the daily periodicity is the most significant
pattern, indicating that the human activity is indeed the major factor for urban air quality;
secondly, comparing to NOz, PM;y shows much weaker weekly pattern, but contains a strong
annually periodicity, which can be related to the usage of winter tyres in Nordic countries; finally,
the PSD of NO, even reveals 12- and 8-hour patterns, which are possibly contributed by the rush
hours of the urban road traffic.

3.3 Analysis of the Impact from Meteorological Conditions

Another important factor of the urban air quality is the meteorological conditions [14]. To investi-
gate the impact of meteorological conditions on the concentrations of air pollutants, we calculate
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Fig. 4. The power spectral density (PSD) of the NO3 and PMjq data.

Table 1. Correlations between the Air Pollutants and the Meteorology Conditions

Data Correlation
1 2 3 4 5 6 7
1. NO, 1
2. PMy, 0.344 1
3. Radiation —0.091 0.178 1
4. RH 0.107 —-0.238 —0.669 1
5. Temperature —0.300 —0.082 0.633 —-0.368 1
6. Wind direction 0.138 0.043 0.108 0.148 0.103 1
7. Wind speed -0.414 -0.051 0.014 —-0.099 0.056 0.045 1

the Pearson correlation coefficients® in Table 1. In this calculation, we select data measured at
noon of business days, such that the impact of human activities is isolated. According to Table 1,
for NO,, the negative correlations with two meteorology data, temperature and wind speed, are
significant; for PM;, the negative correlation with relative humidity is notable.

Given the above analysis of correlations, it is important to consider the shift of distributions
for air pollutants, when the meteorology conditions change. For example, the joint distribution of
NO; and temperature is visualized in Figure 5(a). When the temperature changes, we observe that
the conditional distribution of NO, shifts: the distribution of NO; given low temperatures (< 0)
has a higher average value than the distributions under other conditions (see Figure 5(b)).

Nevertheless, the meteorology conditions for the future are missing: the conditional distribu-
tion, p(x. | y,), is inaccessible due to the unknown meteorology data y,. There are two possible
solutions: first, if the forecast of meteorology conditions, y,, is available, one can approximate
p(xs | y,) with p(x. | y,); second, given the observed meteorology history y,, the conditional
distribution p(x. | y,) can also be used as the side information for predicting x.. The technical
details will be presented in the following section.

4 SCALABLE BELIEF UPDATING FOR AIR POLLUTION PREDICTION

In this section, we present the main results of scalable belief updating for predicting urban air
quality. We start by formulating the prediction problem with the belief updating framework, then

3For the wind direction, the circular-linear correlation is calculated, see [20].
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Fig. 5. The shift of NO2 (x) distribution due to the change of temperature (y). Here, only the data at noon
of business days are selected, such that the comparison is separated from the factor of human activities.

extend to the scalable method for handling big data, and finally present the method for integrating
heterogeneous data.

4.1 Bayesian Prediction as Belief Updating

Based on the general belief updating framework [5], given the historical observations x;, we seek
the updated belief distribution

G(x,) = arg(m)in E[£(x. 5 x¢)] + Dxr.(q(x:) Il p(xs)), (2)
q(x.
where
C(xs 5 x¢) = =Inp(xs | x4). ®3)

That is, the loss function is defined as the negative log-likelihood of data x;. Using this definition,
the updated belief distribution is given by

q(x.) = ar(;g(zl)in f—Q(x*)lnp(xt | x,)dx, +ffJ(x*)ln Zz:;dx*
i q(x.)
= « 1 A\ ;
e J (@
= arg(m)in Dir(q(x.) || p(xs | x.)p(x.))
q{X

p(xe | x.)p(x.)
[ p(ee | x)p(x.)dx,”

which recovers the standard Bayesian posterior. From this derivation, one can argue that the
Bayesian prediction is indeed a special case of the belief updating, when the negative log-likelihood
is selected as the loss function, and the prior distribution is used as the regularization term.

GP Prediction. Recall that the transformed air pollution data approximately follows a Gaussian
distribution (see Figure 2), the dynamic of air pollution is modeled by the Gaussian process,

x: ~ GP(u(t), cov(t,t')), (5)

where the mean function p(t) and the covariance function cov(t, t’) are estimated using the non-
parametric sample mean and covariance (for example, Figure 3). Given this GP model, the posterior
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in Equation (4) can be written in the following closed form,

p(xe | x.)p(x)

p(x* | x:) =
[ p(xe | x)p(x.)dx. 6)
= N(u*\t’z*“‘)’
where
Hop = B+ Dt g (00 — 1), )
Z*“ = 2* — 2*,t2;,1t2t,*~ (8)

The predictive mean p, |, can be used as the point prediction of the future air pollution level, and
the predictive variance X,|; serves as a measure of uncertainty for the prediction result.

4.2 Handling Big Data: The Composite Likelihood

However, as we discussed previously, the calculation of the standard posterior in Equation (4) can
be computationally prohibitive, when the size of observed data is very large. Take the GP posterior
as an example, given the observed data x; of size N, the inverse of the covariance matrix Z;,lt takes
O(N?) storage and O(N?) running time. For a dataset which contains more than a few thousands
of data points, the computation becomes infeasible for most numerical software tools and common
hardware platforms.

Consider that the large dataset, x;, is divided into K segments,

Xt =Xt X )s 9)

where x;, is the kth segment. The size of each data segment is denoted by M = % To extend the
framework in Equation (2) for scalable processing of big data, we propose the following method.
Let the loss function be the negative composite likelihood,

K
{(x.; x¢) =—1In l_[p(xtk | x.). (10)
k=1

Using this loss function, the updated belief distribution is given by

K
§(x.) = argmin f ~q(x)In[ [ plxr, | x)dx, + f g0 In L) g,
k=1

q(x.) plx.)
. q(x)
=argm1nfq(x*)ln dx., (11)
q(x.) Hf:]p(xtk | x.)p(x.)

T plxe [ x)p(xs)
J T plxe, 1 x)p(x.)dx.
The last equality is obtained by recognizing that

K

q(x.)
% 1 d % = D % k * %))
f‘I(X )In [T pGcr, | x)p(x) x ke (g () |l Bp(xt [ x.)p(x.))

and the KL divergence achieves the minimum (zero) when g(x,) o« HI/le p(x¢, | x.)p(x.). Finally,
f ]—[f:1 p(xe, | x.)p(x.)dx, is the normalization factor.

The updated belief ¢(x.) can be evaluated in a recursive manner. In each step, the updated belief
from the previous step is used as the new prior. Combining with the likelihood of a new segment
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Fig. 6. An illustration of the recursive belief update in Equation (11). The large dataset x; (size N) is divided
into K segments: x¢,,...,X¢,, where each segment of the dataset contains M = % data points.

of data, the new posterior is produced. Mathematically, let p(x. | x¢,, ,) be the approximated
posterior using data segments {x¢,,...,x¢,_,}. Given the data segment x;,, the updated belief is

pxe, | x)p(xs | ey, )
P(xtk [ x.)p (. | xtlzk_l)dx*
An illustration of the recursive update is shown in Figure 6.

Scalable GP Prediction Using the Composite Likelihood. Again, when the data distribution is
Gaussian, the above updated belief distribution can be evaluated in closed form. The recursive

method for obtaining the updated belief with the GP model is presented in the following. For each
k data segment:

Pl [ xe,) = T (12)

(1) The previous posterior p(x. | x¢,, ) = N (B¢, > Zslt,4,) is regarded as the new prior.
For k = 1, let p(x.) = N(u,, 2. ) be the initial prior.

(2) Evaluate the likelihood of a single data segment x;. The mean and the covariance of this
likelihood are specified by this conditional model p(xg | x.) = N (g;, ., Z¢,|+), where

Bege = e + 2o D05 (e — B (13)

Dies = Bep by — kas*z*_,l*z*stk' (14)

Note that since x. is unknown, its previous posterior mean, p1,, . . isregarded as the latest
observation of x..

(3) The new posterior, p(xs | x¢,,) = N(f, ¢, - Z+|t, ), is obtained via the Bayes rule. The
posterior mean and covariance are given by

-1
”*|t1:k = ”*|t1;k71 + Z*Itlzkle‘lk—Gk [xk ~Hi — Hk(”*“’l:k—l - ”*)]’ (15)
Z*|t1:k = z:*|t1:k—1 - Z*‘tl:k—lHZG;lHZ*ltlzk—l’ (16)
where
Hy =% .20 (17)
Gk = ¢+ + HiZupt,  HY. (18)
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ALGORITHM 1: Scalable belief updating for predicting air pollution levels

Data: Historical measurements of pollutants x¢ = {x¢,,..., Xt} and meteorology y;
Log-normal transform: x¢ = In(x¢);

Estimate the mean function, x(t), using the neural network p(x.|y; );
Estimate the sample covariance function, cov(At), using Equation (1);
Construct the initial prior: N (u,, 2+ «);
for k = 1:K do
Calculate py, |, and Xt |. using Equation (13) and Equation (14);
Calculate Hg and Gy using Equation (17) and Equation (18);
Calculate Bt x and %,; ., using Equation (15) and Equation (16);
end
Draw samples from the multivariate normal N (g, ¢ > Zut .0 )3
Inverse log transform (exponential) of the samples;
Result: Samples of the posterior belief

In the above recursive updating procedure, the matrix Gy is of size M and therefore the inverse
operation has the complexity of O(M?). Considering that there are in total K data segments, the
overall runtime of the above updating procedure scales with O(K x (%)3). If the total size of the
data N is fixed, then increasing the number of segmentation K will significantly accelerate the
updating procedure.

Sparse GP as a Special Case of the Scalable Belief Updating. As we discussed previously, sparsi-
fication is another popular scheme to extend standard Bayesian prediction to large datasets. For
GP models, the sparse GP (SGP) [24, 29] is a well-known technique. Following the idea of using
approximated loss function in Equation (2), we now show that the SGP can be regarded a special
case of the scalable belief updating.

The SGP is formulated using a set of latent “inducing variables” u with a joint distribution
p(x,ulx,). By assuming that x is independent of x, when given u, the joint distribution can be
factorized into p(x|u)p(u|x.). Then the implicit loss function used in SGP is based on marginalizing
out u from the joint distribution:

Csap(x; x4) = —lnj:up(xlu)p(ulx*)du, (19)

using a composite likelihood p(x|u) = Hle p(xp|u). The SGP posterior is

q(x.)

dx.
p(x.)

q(x.)

B

pscp(x.|x) = argmin f—q(x*)lnfﬂ l_[p(xblu)p(u|x*)dudx*+fq(x*)ln
b=1

(20)

p(e) Jy Ty p(xplu)p(ulx.)du
[, Plxlu)p(u)du ‘

This formulation reproduces the fully or partial independent training conditional (FITC or PITC)
approximations depending on the size of the segments xy, cf. [24, 29]. The inducing variables are
targeting a compressed representation of the data and the information is transferred to the belief
distribution of x. via p(u|x.). Thu, u must be carefully selected so as to transfer the maximum
amount of information about the training data x. The optimal placement of inducing variables
involves a challenging combinatorial optimization problem and but can be tackled using greedy
search heuristics [26].
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4.3 Integrate Information from Heterogeneous Data

As we discussed in the previous section, the meteorology data contains information for the air
pollution level. In the following, we integrate those heterogeneous data into the scalable belief
updating framework.

Let y, be the observed meteorology data (for example, the meteorological condition from the
day prior to the day to be predicted). Due to the missing of the future meteorological condition,
we use O(x. | y,) as an approximation of the conditional mean E[p(x. | y,)], where ®(x. | y,) is
a deep neural network. Denote the output of the network as

ﬁ*\yt é CI)(X* | yt)7 (21)
we evaluate the mean squared error and define
Z*lyt é E[('x* - ﬁ*|yt)2]' (22)

And the conditional distribution p(x. | y,) is approximated by

P 1y.) = pxa 1 y,) = N(Hyyy, - Zuiy, ). (23)

Finally, the obtained conditional distribution p(x. | y,) is used as the prior in the scalable belief
updating method:

K
G(x. | y,) = argmin f—q(x*) In l_lp(xt,c | x.)dx, + Dxi(q(x) || p(x. | y,)). (24)
q(x*) k=1

Based on the deterministic input of weekdays, we switch between two NNs: one is trained using
data from weekdays and the other is trained using data from weekends and holidays. The inputs
of each NN are the previous 24-hours meteorology conditions: radiation (R*), relative humid-
ity ([0, 100]), temperature (R), sine of wind direction (sin(f) € [—1, 1]), cosine of wind direction
(cos(0) € [-1,1]), and wind speed (R™). The purpose of taking sine and cosine of the wind direc-
tion is to mitigate the discontinuity of angular values (for instance, 2 and 0 are different values
but representing the same direction), which impose difficulties for gradient-based parameter op-
timization techniques. The outputs are the predicted air pollutant levels of the future 24 hours.

It is a large field for users to explore the different designs of the NNs structure: for example,
the deep long short-term memory (LSTM) network is commonly applied for multivariate time-
series regression. Furthermore, there are various optimization and regularization techniques one
can apply. Since we focus on integrating the output of the NN into the belief updating framework,
the analysis of design choices of NNs are beyond the scope of this article.

5 EXAMPLES AND EXPERIMENTS

In this section, we present numerical examples and experimental results. We divide the entire
dataset (from 2006 to 2015) into two subsets: training data (2006 to 2012, 7 years) and testing data
(2013 to 2015, 3 years). The mean function, covariance function, and the NN used in the models
are learned based on the training set. The experiment are implemented in Python 3.6, and running
on a computer with 16 processors (2.3 GHz) and 32 GB memory. For the neural network part, we
use the TensorFlow and Keras library.

5.1 Examples

First we present an illustrative example (7) of predicting the future 24-hours air pollutants, using
the iterative belief updating with different data sizes.
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(b) The posterior based on the previous 1 week data
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(c) The iteratively updated belief based on the previous 10 week data (1 week per iteration)
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(d) The iteratively updated belief based on the previous 80 week data (8 week per iteration)

Fig. 7. The prior and updated beliefs of the predicted NO level for March 20, 2013 (Wednesday) at Stations
1-5 (from left to right column). The empirical prior is constructed based on the data before 2013. The updated
beliefs are formed using data of various sizes and batch sizes. The solid lines are predictive means; the dot
lines are true values; and the gray areas are the data between 95 and 5 percentiles.

In this example, we are interested in not only the accuracy of predictive values but also the va-
lidity of the predictions. Therefore, the results are represented using the probabilistic distributions,
instead of only point values. Specifically, we focus on the following aspects of obtained updated
belief distributions:

e The Level of Uncertainty. This aspect can be measured by the dispersion of a belief distri-
bution. Specifically, in this example, we calculate the low (5) and high (95) percentiles, and
using the distance between those low and high percentiles (90% credible interval) to de-
scribe the level of uncertainty. A narrow credible interval indicates a low uncertain level of
the updated belief distribution.
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Table 2. The Median of Absolute Errors of 24-hours NO3 Predictions Produced by
the Scalable Belief Updating Method with Various Size of Data

Median of Absolute Error (ug/m?)
Data Size (weeks) Station 1 Station 2 Station3 Station4 Station 5

10 16.87 18.62 17.48 20.03 10.05
40 13.33 16.87 13.53 15.68 7.07
80 12.42 16.46 13.18 16.20 7.40
160 12.20 15.94 13.77 16.15 7.34

The prior is set to the empirical prior constructed from the historical NO; measurements.

e The Accuracy of Prediction. The credible interval not only shall be small, but also covers
the true value of the air pollution levels to be predicted. One can also provide the mean or
median of the updated belief distribution, if the point predictions are required.

Taking Figure 7(a) as the starting point, we observe that the prior belief has very large credible
interval, especially for air pollution levels during the daytime. And the mean values of the prior
beliefs for Stations 3 and 4 are far from the true values. By combining one-week data with the em-
pirical prior, we show the Bayesian posterior in Figure 7(b), which does not provide satisfying level
of uncertainty, nor accurate predictions. Next, we apply the proposed iterative method. In each it-
eration, one-week historical data is utilized to update the belief distribution. The result is shown in
Figure 7(c): the dispersion of the updated beliefs are reduced significantly, however, the accuracy
is still not satisfying. To further improve the quality of the updated beliefs, we can increase the
size of data processed in each iteration. In Figure 7(d), we utilize eight-week historical data per
iteration. The obtained belief distributions have much smaller dispersion and higher accuracy.

5.2 The Impact of Increasing Data and Using Meteorology Condition

In this section, we present the experimental results by repeating the 24-hours forward prediction
during years 2013-2015 for both NO, and PM;, at five monitoring stations. The empirical mean
and covariance functions are estimated using the data collected during 2006-2012. We use the
predictive mean as the point prediction, and calculate the median absolute error as the metric of
prediction accuracy.

Increasing the Size of Data. First, we apply the proposed scalable belief updating method with
the empirical Gaussian prior specified by model 5. By increasing the total data size (in number
of weeks), Table 2 shows that the MAE of predictions is reduced in general. For example, the
predictions using 160 weeks (26,880 hourly measurements) of data for Stations 1, 2, and 4 achieve
the lowest compare to the predictive result using less data. It is important to notice that processing
such a large data is computationally prohibitive when using the classic GP model, and therefore
infeasible to calculate in practice. By applying the proposed scalable method, however, one can
iteratively process the large dataset and produce accurate predictions. However, we do observe
the diminishing information gain of integrating the very large dataset. For Stations 3 and 5, the
accuracies of predicting NO; using 160 weeks of data are even lower than using 80 or 40 weeks of
data.

Impact of the Meteorology Conditions. Next, we replace the empirical GP prior in Equation (5)
with the output of the NN which approximates p(x. | y,). The NN used in this experiments is
designed to be a 10-layer fully connected network. We train the NN using the Adam optimizer
[16] with the early stopping technique.
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Table 3. The Median of Absolute Errors of 24-hours PMyg Predictions Produced by
the Scalable Belief Updating Method with Various Size of Data

Median of Absolute Error (ug/m?)
Data Size (weeks) Station 1 Station 2 Station3 Station 4 Station 5

10 16.04 26.66 11.49 15.98 591
40 10.28 12.32 10.16 10.65 5.60
80 9.86 13.37 10.49 11.01 5.64
160 10.53 17.66 11.22 11.86 6.38

The prior is set to the empirical prior constructed from the historical PM;y measurements.

Table 4. The Median of Absolute Errors of 24-hours NO; Predictions Produced by
the Scalable Belief Updating Method with Various Size of Data

Median of Absolute Error (ug/m®)
Data Size (weeks) Station 1 Station 2 Station 3 Station 4 Station 5

10 15.27 17.08 15.21 18.54 9.68
40 11.74 15.68 12.27 14.67 6.81
80 11.07 15.61 12.19 14.98 7.58
160 11.04 15.47 14.56 16.20 7.89

The prior is set to the output of the NN which approximates the conditional distribution of NO,
given meteorology data.

Table 5. The Median of Absolute Errors of 24-hours PM1g Predictions Produced by
the Scalable Belief Updating Method with Various Size of Data

Median of Absolute Error (ug/m?)
Data Size (weeks) Station 1 Station 2 Station 3 Station 4 Station 5

10 15.01 24.77 10.24 12.02 5.84
40 10.28 12.32 10.20 9.32 5.65
80 10.29 13.66 10.07 9.74 5.82
160 10.38 15.19 10.53 10.47 6.55

The prior is set to the output of the NN which approximates the conditional distribution of
PM; given meteorology data.

Comparing Table 2 with Table 4, we observe that the prediction accuracies for NO; are consid-
erably improved by integrating the information from the meteorology data. Recall the correlation
analysis in Table 1, temperature and wind speed have high negative correlations with the con-
centration of NO,, which indicates the existence of rich information for NO, in the meteorology
data.

However, as Table 1 also shows, the correlation between meteorology conditions and the
PMjoconcentrations are much lower than the NO; case. This analysis is reflected by the compar-
ison of Tables 3 and 5: by integrating the meteorology data, the improvement of accuracies for
PM; is far less significant than the NO, case.

A Comparison between the Run-Times of SGP and Recursive Update. We compare the run-times
of predicting 24-hour air pollution using various size of historical data, using the exact likelihood,
the sparse loss, and the recursive update. Using the exact likelihood, both the processing time and
memory requirements increase drastically when the utilized data size grows from 8 to 56 weeks. In
contrast, the runtime of the proposed recursive update method grows linearly and become nearly
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Fig. 8. A comparison of the the runtimes (per 24-hours prediction) provided by the exact likelihood, the
sparsification, and the recursive update.
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Fig. 9. The 24-hour absolute prediction errors at Station 1, given by the scalable belief update, the SGP, the
standard RNN, and the deep LSTM. The solid lines show the median of the absolute prediction errors for all
test dates; the shadow areas show the 25 and 75 percentiles of the absolute errors.

50 times faster than the exact updates. The runtime of the sparse loss function is significantly
lower than the exact likelihood, but much higher than the recursive update.

5.3 Comparisons with Other Baseline Models

Finally, we compare the performance of the proposed scalable belief update method with three
baseline models: the sparse GP [3], the standard recurrent neural network [8, 9, 13], and the deep
long short-term memory (LSTM) network [11, 18, 23].

The 24-Hour Prediction Errors. We start with comparing the distribution of the 24-hour absolute
prediction errors. For illustrative purpose, we only show the prediction results for NO, and PM; at
Station 1 in Figure 9, where the solid lines are the median of the absolute errors and the gray areas
represent the 25 to 75 percentiles.

For NO, predictions, the proposed belief update method achieve lowest median errors and
75 percentiles among the compared methods. The morning rush hours (around 8 to 10) has
the largest variance, which implies large uncertainty and high difficulty for making accurate
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Fig. 10. The distributions of rush hours prediction errors at Station 1-5 (from left to right). Four models are
compared: the proposed Belief updating (B), the SGP (S), the standard RNN network (R), and the deep LSTM
network (D). The whiskers show the 5 and the 95 percentiles.

predictions. The scalable belief update method does not show peaks of its median absolute error
at the morning rush hours. This result indicate that the proposed model is highly flexible and
capable of capturing the high-frequency periodic patterns in the data (the 12-hour and the 8-hour
patterns in Figure 4(a)). On the other hand, both the standard RNN and the deep LSTM models
show notable peaks of prediction errors around the morning rush hours. Furthermore, for the
NO; prediction, the deep LSTM model dose not show significant improvement of accuracy, when
it is compared to the standard RNN model.

For PM; predictions, the proposed belief update method and the deep LSTM model have sim-
ilar performances, which have significantly lower median and percentiles than the SGP and the
standard RNN models. The PM; has a different dispersion mechanism than the NO,, and does not
have obvious peaks around the morning and the afternoon rush hours. This is also reflected in the
PSD plot of PMy in Figure 4(b). In general, the prediction’s errors peak around the noon time. And
the proposed belief update method shows the lowest peak of absolute prediction error among all
the methods.

The Distribution of Rush Hours Prediction Errors. To exam the models’ performances around the
test points with maximum uncertainties, we illustrate the distributions of rush hours prediction
errors in Figure 10.

For NO, predictions, the proposed scalable belief update method achieve the best performances
except for Station 5. However, since Station 5 is a background air quality monitoring station, its
measurements are in general low and less interesting for urban citizens. For Stations 1-4 which
are deployed in the city center, the proposed belief updating method is able to produce predictions
with the lowest median and the smallest variance of absolute errors.

For PM;y predictions, the proposed scalable belief update method and the deep LSTM network
achieve comparable results for all stations. We notice that the standard RNN network has the
highest median of absolute errors, especially for Station 4.

6 CONCLUSIONS AND FUTURE WORK

In this article, we presented a scalable belief updating framework for predicting urban air quality
(NO; and PMy ). We started with a descriptive statistical analysis of the air pollution data. The time
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and frequency domain analysis revealed interesting periodic dynamic patterns in the air pollution
data. The correlations between the air pollution and the meteorological conditions were further
explored.

Based on those information, we proposed a scalable belief updating framework which accom-
modates the popular GP model for multivariate time series forecast. The proposed framework uses
the composite likelihood as the loss function, which enables iterative updates of the posterior dis-
tributions. Compared to the classical GP model and sparse GP model, the proposed method scales
better and avoids heuristic search for obtaining sparse representations of the whole dataset.

Furthermore, we demonstrated how to integrate information from heterogeneous data (e.g., me-
teorological data in this study), using informative prior beliefs produced by deep neural networks.
Given the significant correlation between NO; and the meteorological conditions, the experimen-
tal results showed notable improvement in the prediction accuracy for NO,.

For future works, it would be interesting to investigate the exact information loss by using the
composite likelihood in the scalable belief updating framework. This analysis could help to under-
stand the limit of approximating the exact likelihood with the composite one. Another interesting
direction is to design and apply more sophisticated NN structures which are capable of represent-
ing the conditional distribution of air pollutants given the meteorological conditions.
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