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Motivation

Suppose we have a possibly biased coin with unknown probability p

that Head will show up. Our best strategy to estimate p is perhaps to
experiment:

o What if we flip 1000 times and you get 500 heads?
@ What if we flip 999 times and you get 500 heads?
o What if we flip once and you get head?

o What if we flip 10 times and you get 4 heads, but the coin looks
“normal” and you would normally think that it is a fair coin?

In this lecture, we will explore how to make estimate on probabilistic
quantities based on observations. We begin with the basic language
and contezt of this class of problems.
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Estimator and estimation error

@ Estimator and estimation error
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Definition

The “classical” method of (statistical) parameter estimation goes as
follows.

We want to estimate an unknown constant 0,
based on observations X = (Xj,...,Xy,) that depend on this parameter.
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Definition

The “classical” method of (statistical) parameter estimation goes as

follows.

We want to estimate an unknown constant 0,

based on observations X = (Xj,...,Xy,) that depend on this parameter.

Estimator: © = g(Xx)
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Definition

The “classical” method of (statistical) parameter estimation goes as

follows.

We want to estimate an unknown constant 0,

based on observations X = (Xj,...,Xy,) that depend on this parameter.

Estimator: © = g(Xx)

@ X depends on 0, so © depends on 0
@ X is a random variable, so © is also a random variable
o We can ask for E(@) and var(@)), for example

@ The actual realized value of © is the estimate
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Estimator and estimation error

Definition

Often, the number of individual observations n has a significant
influence on the “goodness” of the estimator, so we emphasize that in
the notation:

Estimator: ©,, = g(X) (2)
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Estimator and estimation error

Definition

Often, the number of individual observations n has a significant
influence on the “goodness” of the estimator, so we emphasize that in

the notation:

Estimator: ©,, = g(X) (2)

For different values of n:

o We can view O,, as a sequence of estimators

o We can also have a sequence of E(@n> and var(@n>
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Estimator and estimation error

Definition

Estimates are not 100% accurate:

Estimation error: ©,, =0, — 0 (3)

The estimation error depends on 0 and observations X.
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Definition

Estimates are not 100% accurate:

Estimation error: ©,, =0, — 0 (3)

The estimation error depends on 0 and observations X.

Bias is the expected value of the estimation error:

b(@n) = E(@n) 9 (4)

Ezxpected value, variance, and bias depend on 0.
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Definition

Estimates are not 100% accurate:

Estimation error: ©,, =0, — 0 (3)

The estimation error depends on 0 and observations X.

Bias is the expected value of the estimation error:

b(@n) = E(@n) 9 (4)

Ezxpected value, variance, and bias depend on 0.

We have an unbiased estimator if b(®,,) = 0 for all possible values of 6.
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Definition

The general question:

How do we design the function g(-), such that the estimator

A

On = g(X) s “good” 1n some sense? (e.g. small esttmation error,
unbiased)

The classical approach is something called maximum likelihood.
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Maximum likelihood (ML)

© Maximum likelihood (ML)
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Maximum likelihood (ML)

Motivating example

Suppose there is a lucky draw. The participant reaches into a box and
picks up a ball; if the ball is gold in color, he or she wins a prize. The
ball is then returned into the box. You somehow know that altogether
there are 7 identical balls in the box, but you do not know how many
of them are gold.

You observed that five people participated in the lucky draw, and the
first and fourth won a prize, while the second, third, and fifth didn’t.
What would be your “best estimate” of the number of gold balls in the
box?
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Maximum likelihood (ML)

Motivating example

Suppose there is a lucky draw. The participant reaches into a box and
picks up a ball; if the ball is gold in color, he or she wins a prize. The
ball is then returned into the box. You somehow know that altogether
there are 7 identical balls in the box, but you do not know how many
of them are gold.

You observed that five people participated in the lucky draw, and the
first and fourth won a prize, while the second, third, and fifth didn’t.
What would be your “best estimate” of the number of gold balls in the
box?

Ans: Let k be the number of gold balls. It seems % wins a prize. So,
k=7x % ~ 37 Is there a way to formalize this argument?
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Maximum likelihood (ML)

Motivating example

We know the following:
o Every lucky draw is independent, with identical distribution.

o Probability of getting a gold ball is p = £.

k
X~Ber| =
er (5)

and we label X = 1 for prize, and X = 0 for no prize.
@ The probability of observing {1,0,0,1,0} is

o Each draw is a Bernoulli,

2 _ 3
p (-9 (1 —p)p-(1—p) =<K
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Motivating example

It makes sense to ask: What value of k would make the obzservat3ion
{1,0,0,1,0} most likely to happen? Let’s try to evaluate 7R for

75
different values of k.
kK o|o| 1 2 3 4 5 6 |7
K72 1o | 0.012 | 0.030 | 0.034 | 0.026 | 0.012 | 0.002 | 0

So, k = 3 is indeed the most sensible answer.

E. Lam (University of Hong Kong) ELEC2844 Jan—Apr, 2025 11 /52



Maximum likelihood (ML)

Another example

Suppose we have a possibly biased coin with probability p for Head.

To estimate p, we flip the coin a number of times. Here are a few
scenarios: (H for head, T for tail)

O We flip it once, and the result is H.

© We flip it 2 times, and the result is HH.

© We flip it 3 times, and the result is HHT.

© We flip it 5 times, and the result is HHTTH.
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Maximum likelihood (ML)

Another example

Suppose we have a possibly biased coin with probability p for Head.
To estimate p, we flip the coin a number of times. Here are a few
scenarios: (H for head, T for tail)

O We flip it once, and the result is H.

© We flip it 2 times, and the result is HH.

© We flip it 3 times, and the result is HHT.

© We flip it 5 times, and the result is HHTTH.

Ans: The pmf follows X ~ Ber(p).
@ Probability of observing H: p
© Probability of observing HH: p?
@ Probability of observing HHT: p%(1 —p)
© Probability of observing HHTTH: p3(1 —p)?
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Maximum likelihood (ML)

Another example

likelihood
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Maximum likelihood (ML)

Another example

likelihood
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Another example

likelihood
‘I .................................................. :
P
p2
p?(1—p)
p*(1—p)?
al Lo
27 : :
128 | /o : :
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Definition

Depending on an unknown parameter 0, the observations
X = (Xj,...,Xn) can be described by a joint PMF / PDF:

discrete: Px(X1y.eyxn;0)

continuous: fx(X1y...y%Xn; 0)
We call these the likelihood function.

Interpretation: px(x;0) or fx(x;0) s the probability of the
observed value x when the parameter 1s 0, but not the probability
that the unknown parameter s 0.
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Maximum likelihood (ML)

Main idea

What is the value of 0 such that the observations x =x1,...,Xn are
most likely to appear?
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Maximum likelihood (ML)

Main idea
What is the value of 0 such that the observations x =x1,...,Xn are
most likely to appear?

ANS: We find the 0 that maximizes the likelihood function, hence the
method is known as maximum likelihood (ML).

discrete: 0, = arg mgxpx(m yeeuyXn; 0) (5)

>

continuous: 0, = arg max fx(X1y.e.y%Xn;0) (6)

Note: The notation arg max means we want to mazrimize the
quantity, but we don’t quite care the value of that expression, but
are interested in the argument that leads to such mazimum.
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Maximum likelihood (ML)

Main idea

Often, the observations X; are assumed to be independent, and
perhaps even identically distributed. The likelihood function is then

n
discrete: Px(X1y...yxn; 0) = pri(xi;e)
i=1

n
continuous: fx(X1yee.yXn;0) = foi(xi; 0)
i=1
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Main idea

Often, the observations X; are assumed to be independent, and

perhaps even identically distributed. The likelihood function is then

n
discrete: Px(X1y...yxn; 0) = pri(xi;e)

continuous: fx(X1yee.yXn;0) = foi(xi; 0

Computationally, for ML, we often maximizes the log-likelihood:

n

discrete: log px(x; 0) Iongx xi;0) = Z log px; (xi; 0)

n

continuous: log x(x;0) Iongx xi;0) = Z log fx, (xi; 0
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BExamples of computing the ML estimates

© Examples of computing the ML estimates
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Example 1: Poisson

Determine the ML estimator of the parameter of a Poisson random

variable based on independent identically distributed observations
X1,...,Xn. Is the estimator unbiased?
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Example 1: Poisson

Determine the ML estimator of the parameter of a Poisson random

variable based on independent identically distributed observations
X1,...,Xn. Is the estimator unbiased?

ANS: Let us proceed step-by-step.

© Let the unknown Poisson parameter be 0.
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Example 1: Poisson

Determine the ML estimator of the parameter of a Poisson random

variable based on independent identically distributed observations
X1,...,Xn. Is the estimator unbiased?

ANS: Let us proceed step-by-step.

© Let the unknown Poisson parameter be 0.

e O
@ The PMF of Xj is px, (xi) = ' xi =0,1,...
Xi:
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BExamples of computing the ML estimates

Example 1: Poisson

Determine the ML estimator of the parameter of a Poisson random

variable based on independent identically distributed observations
X1,...,Xn. Is the estimator unbiased?

ANS: Let us proceed step-by-step.

© Let the unknown Poisson parameter be 0.

e—Gexi
@ The PMF Oin ispxi(xi): X' Xi:O,L...
il

© The log-likelihood function is
n
log Px (X1,..,xn;0) = ) logpx, (xi;6)
i=1

n n
=-—nb+ in log 0 — Z log (x1!)
i=1 i=1
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BExamples of computing the ML estimates

Example: Poisson
© We maximize it by setting the derivative (w.r.t. 0) to 0:

L
O:—n—l—e;xi

so the estimator is ©

R

;\~
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BExamples of computing the ML estimates

Example: Poisson

© We maximize it by setting the derivative (w.r.t. 0) to 0:

A 1 &
so the estimator is ©,, = — Z Xi
g

© Taking expectation,

since E(X;) = 0 for all i. Therefore, the estimator is unbiased.
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BExamples of computing the ML estimates

Example 2: Uniform

Observations Xq,...,X;, are independent identically distributed, being
uniform over [0, 0], where 0 is unknown. Find the ML estimator of 6.
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BExamples of computing the ML estimates

Example 2: Uniform

Observations Xq,...,X;, are independent identically distributed, being
uniform over [0, 0], where 0 is unknown. Find the ML estimator of 6.

ANS:
1/0 if0<x; <0

© The PDF of Xi is in(Xi) = .
0 otherwise
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BExamples of computing the ML estimates

Example 2: Uniform

Observations Xq,...,X;, are independent identically distributed, being
uniform over [0, 0], where 0 is unknown. Find the ML estimator of 6.

ANS:

' 1/0 #f0<x;i <0
@ The PDF of X; is fx, (xi) =

0 otherwise
© The likelihood function is
fx (x1 yoooy X, 9) = fX1 (x1; 9) e 'an(Xn; 9)

_ {1/9“ if 0 < maxi—1,.. . nxi <0

0 otherwise
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BExamples of computing the ML estimates

Example 2: Uniform

Observations Xq,...,X;, are independent identically distributed, being
uniform over [0, 0], where 0 is unknown. Find the ML estimator of 6.

ANS:
) 1/6  if0<x; <0
@ The PDF of X; is fx, (xi) = ]
0 otherwise
@ The likelihood function is
fX(X1 yoooy X, e) = fX] (X1 ' e) . 'an(Xn; 9)

_ {1/9“ if 0 < maxi—1,.. . nxi <0

0 otherwise

© We maximize the likelihood function by noting that we need 0 to

be as small as possible, hence ©,, = r]nax Xi
i=1,...,n
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Example 3: Laplacian
Observations X,...,X;, are independent identically distributed,

following the (mean-shifted) Laplacian PDF fx, (xi) = %e—m—e\,
where 0 is unknown. Find the ML estimator of 0.
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Example 3: Laplacian
Observations X,...,X;, are independent identically distributed,

following the (mean-shifted) Laplacian PDF fx, (xi) = %e—m—e\,
where 0 is unknown. Find the ML estimator of 0.

ANS: From the PDF, we can find the log-likelihood function

log x(x; 0) Zlog Te =9l

:nlog%—ZIXi—GI
i=1

This is maximized when the second term is minimized, which occurs

when
O, = median(X; ooy Xn)
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BExamples of computing the ML estimates

Example 4: Binomial

A coin has an unknown probability 6 to result in head.

(a) We toss the coin n times, where random variable K denotes the
resulting number of heads. Find the ML estimator of 6 based on K.

(b) We fix k, and let N be a random variable denoting the number of
tosses until the kth head occurs. Find the ML estimator of ©
based on N.
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BExamples of computing the ML estimates

Example 4: Binomial

ANS: (a) The PMF of K is binomial:

px(k; 0) = <2>ek(1 -9k k=0,1,2,...,n

This is also the likelihood function (to get our observation K = k).
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BExamples of computing the ML estimates

Example 4: Binomial

ANS: (a) The PMF of K is binomial:

px(k; 0) = <E>ek(1 -9k k=0,1,2,...,n

This is also the likelihood function (to get our observation K = k).

Taking the derivative w.r.t. 6 and setting it to zero,
0= <1]:> K(1— @)~ ko1 — <2> (n—k)(1—0)" < Tk

~ K
which yields the ML estimator © = o

This is the fraction of heads in the observed trials.
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BExamples of computing the ML estimates

Example 4: Binomial

ANS: (b) We need to first find the PMF of N. The kth head occurs at

N = n toss means that exactly (k — 1) heads have occurred among the
first (n — 1) tosses, and that the nth toss is a head. Therefore,

(T gt _ayn—k g _ n—T\ _ ayn—k
pN(n,9)<k_1>9 (1—10) 0= ] 0°(1—10)
forn=%kk+1,....
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BExamples of computing the ML estimates

Example 4: Binomial

ANS: (b) We need to first find the PMF of N. The kth head occurs at

N = n toss means that exactly (k — 1) heads have occurred among the
first (n — 1) tosses, and that the nth toss is a head. Therefore,

pr(n;0) = G(‘:]])ek—] (1—@)™%.9= (L‘:Dekm _g)nk

forn=%kk+1,....

Taking the derivative w.r.t. 8 and setting it to zero,

_ n—1 _ ayn—kak—1 _ n—1 . __ ayn—k—1nk
O_<k_]>k(1 o)™ %o (k_]>(n K(1—0) 0

. . . A~k
which yields the ML estimator © = N
This is again the fraction of heads in the observed trials.

E. Lam (University of Hong Kong) ELEC2844

Jan—Apr, 2025 24 /52



Example 5: Hypergeometric

Suppose we want to estimate the population (n) of a certain
endangered species in a habitat. One strategy to do that is to first
catch a number of them (m), tag each of them, and then release them
back to the wild. Some time later (assuming that the population stays
the same, with negligible new birth and death during the intervening
period of time), we go there and catch these animals again (j of them),
among which k of them are found to be tagged. What is the ML
estimate of N?

E. Lam (University of Hong Kong) ELEC2844 Jan—Apr, 2025 25 /52



Example 5: Hypergeometric

Ans: Let K be the random variable of the number of tagged animals
found. The original n animals are divided into two sets: m being
tagged, and (n — m) being untagged. So, there are (') possible ways
of having k tagged animals, and (T; ') untagged, out of a total of ( )

possibilities. So, the PMF of K is
m) /m—m
k ji—k
(5)
J

this is known as a hypergeometric random wvariable. We also denote
the above as L(n) because it is the likelihood function.

pk(kin) =
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Example 5: Hypergeometric

We need to find n that maximizes L(n). Note that n is integer-valued.
A trick here is to note that

Ln)  (n—m)(n—j)

Lm—1) nnh—m-—j+k)

This ratio is greater than one if and only if

m—m)n—j)>nn—-—m—j+k)
which reduces to mj > nk, or,

i
<

k

So, L(n) is increasing at first, and later decreasing, where the

maximum is at the largest integer value not exceeding mj/k. This is
the ML estimate!
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Linear regression with Gaussian noise using ML

© Linear regression with Gaussian noise using ML
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Linear regression with Gaussian noise using ML

Motivating example

Suppose that in a semester, a pandemic causes all final exams to be
canceled. The students, however, still need grades. In a particular
course, fortunately the students have already obtained marks for their
homework. In addition, the teacher has past statistics of student
performance in previous years.

So, the teacher proceeds as follows: Let (xi,yi) be the actual
homework and final marks of student i who took the course last year,
where i=1,2,...,N. He postulates that there is a linear relationship
between the homework and final marks. Based on these data points, he
tries to find the line. Then, he can use this to estimate the final exam
of every student this semester, based on the student’s homework
performance.
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Linear regression with Gaussian noise using ML

Motivating example

ideal reality

How do we find a line that somehow “fits” the data points?
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Motivating example

Y

€2

0 X¢+0, ]

€1

Y—C X

We want to minimize the “sum” of these errors. Practically, we will see
soon that one good approach is to minimize the sum of the square of
these errors, i.e., 215:1 eiz. The reason has to do with why there are
errors: they are due to randomness in the data points, which follow a

certain kind of distributions!
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Setting

We now consider a general scenario, and invoke probability.

@ We have two variables of interest, x and y, with a collection of

data points, (xi,yi) fori=1,...,n.

o We assume a linear relationship between them,

Y~0p+01x

where 0 and 0 are unknown parameters to be estimated.

o We approach the problem by assuming that each y; is a
realization of a random variable Y;, generated according to

1yi:eo+91xi+€i ' i=1,...,n

where €;’s are independent, identically distributed Gaussian
random variables with mean zero and variance o~-.
—_—————

o We compute the ML estimates of 6y and 05.
Jan-Apr, 2025
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Computing the ML estimates

O Given 0 and 07, we have Y; = N (0o + 01x4, 0?)
~ N
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Computing the ML estimates

O Given 0y and 07, we have Y; = N (0o + 01x4, 0?)
@ Likelihood function is therefore

n
1 (yi — 00 — 01%¢)?
fy(y;00,01) =] [ exp{— 2
—_— i V2o 20

. —m

e ——
C?a-——-:o\.\,\
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Computing the ML estimates

O Given 0y and 07, we have Y; = N (0o + 01x4, 0?)
@ Likelihood function is therefore

n
1 (yi — 00 — 01%¢)?
fy(y;00,01) =] [ exp{— 2
7 V2no 20

© Log-likelihood function is

n
{— 00— 01x;)2
log fy(y;00,01) E (Iog (yl 202 1xi) )
i=1 \/\_\/
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Computing the ML estimates

O Given 0y and 07, we have Y; = N (0o + 01x4, 0?)
@ Likelihood function is therefore

fY(y|60)e1 H \/7 exp{ ( : 20_2

© Log-likelihood function is

i—00—06
log fv(y: 80, 01) 1//)%7 7 L )
i=1
© Maximizing the log—hkeMWIen’c to

¢
minimize Z (yi — 060 — 91X1@’_ (7)

=]
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Computing the ML estimates

The computation

n
minimize Z (yi — 00 — 01x:1)°

i=1
is essentially minimizing the square of the errors:

Y

€4 [y:60~|—91x)

€2 es

€1

X
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Computing the ML estimates

n
e LetB: Z (yi — 60 — Q]Xi)z.
i=1

Zz i—00—01x1)(=1)=0

n
Zyi—neo—m in =0
i=1 i=

/-‘Vaeo

i_
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Computing the ML estimates

oS n
—> 30, ~ D 2(yi—80—01x) (—xi) =0

Z?:] xiyi — 0o Z?:] xi — 07 2:;1 xiz =0
ZLI Xiyi — (§ — 01%) Z?:] xi — 01 2?21 x? =0

0, — D i1 XiYyi —NXy
1

Y x{—nx?

A more “aesthetic” formula is

(xi —%X)(yi —Y)
——

;

(@D
=
Il
=
Il
2,

(9)

(%3 — X)?

oy

1=
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dimensions

© Linear regression with Gaussian noise in higher dimensions
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Higher dimensions

We can generalize the above to a linear regression of the form
Y R WoXo +WiX1 + ...+ WpXp

where we can assume xo = 1 to take care of the constant, and
X1,...,Xp are D “features”. Sometimes, we simply ignore the wpxg
term in the derivations.

This is extremely useful when we want to estimate the weights w; for
each feature to match our observation y, so that in the future, when we
have a new set of features, we can generate a new y easily.
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dimensions

Linear regression in higher dimensions

For linear regression, we approach the problem by assuming that each
y; is a realization of a random variable Y;, generated according to

T .
yi =0'xi + € i=1,...,n

where €;’s are independent, identically distributed Gaussian random
variables with mean zero and variance . Here, 0 is a length-D vector

of parameters to estimate; x; is a length-D vector of features.

We therefore aim to compute the ML estimates of 0.
-
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Linear regression in higher dimensions

© Given the vector 0, we have Y; = N (0"xy, 0%)

~—
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Linear regression in higher dimensions

© Given the vector 0, we have Y; = N (0"xy, 0%)
© Likelihood function is therefore

mn
1 yi — 0'xq) }
0) = exp § —
vy H V2mo p{ 20

i=1
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Linear regression in higher dimensions

© Given the vector 0, we have Y; = N (0"xy, 0%)
© Likelihood function is therefore

n 1L_eTiZ
H exp{ (‘JZGZX)}

=1

© Log-likelihood function is

[/—\L
n
, 1 yi —07x)2
log fy (y; 0) ;_1 (IOg\/sz CP)

1 1
V2noe 20
where y is a length-n vector containing all y;, and Xisan x D

. . . T N
matrix containing all x;.

(X0 —y)" (X0 —y)

=nlog
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Linear regression in higher dimensions

Maximizing the log-likelihood is equivalent to

n

i=1

minimize Z (yi — GTxi)Z —

which can also be written as

minimize (X0 —y)" (X0 —y) &—

This has an analytic solution

6=(XX)"' Xy

It is also known as the minimum mean square error (MMSE) or

{>-norm solution.
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© Linear regression with Laplacian noise in higher dimensions
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Motivating example

Back to our pandemic-need-to-infer-final-from-homework example.

Suppose we get the following data:

Y
<+ outlier: highly suspicious

X

The line will be significantly influenced by the outlier, because we are

minimizing the square of e;.
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Motivating example

One technique that is more robust against outliers is to minimize the
absolute error of the noise, i.e.,

n
> el
i1

It turns out we can again relate that to an assumption of the noise
distributions.
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Linear regression in higher dimensions

e-b<l

We again approach the problem by assuming that each y; is a
realization of a random variable Y;, generated according to

but this time, €;’s are independent, identically distributed Laplacian
random variables with mean zero and parameter A. We will see that a
Laplacian distribution indeed is robust against outliers.

Once again, we aim to compute the ML estimates of 0.
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Linear regression in higher dimensions

@ Given the vector 0, we have Y; = Lap (6"xi,A)
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Linear regression in higher dimensions

@ Given the vector 0, we have Y; = Lap (6"xi,A)

@ Likelihood function is therefore

n
A
fy(y; 0) = H 5 exp {A|yi—0"x¢|}

N
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Linear regression in higher dimensions

@ Given the vector 0, we have Y; = Lap (6"xi,A)

@ Likelihood function is therefore

n
A
fy(y; 0) = H 5 exp {A|yi—0"xi|}
i=1

© Log-likelihood function is

n

A
log fy(y; 0) = ) (Iog 7 Ay ew)

i=1

)\ n
:nlogz—k E ‘yi—eTxi‘
i=1 l
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Linear regression in higher dimensions

Maximizing the log-likelihood is equivalent to

n
minimize Z |y;L — GTxi| (12)

i=1

This is also known as the minimum absolute difference (MAD) or
minimum absolute error (MAE), or {;-norm solution.
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{,-norm and generalized Gaussian distribution

We can generalize to an solution:

n
minimize Z lyi — GTxi@ (13)

i=1

We have already seen that p = 2 corresponds to Gaussian, and p =1
corresponds to Laplacian. Any others we can relate?
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{,-norm and generalized Gaussian distribution

We can generalize to an {,-norm solution:

n
minimize Z |yi — GTxi|p

i=1

(13)

We have already seen that p = 2 corresponds to Gaussian, and p =1

corresponds to Laplacian. Any others we can relate?

ANS: Generalized Gaussian distribution, where 3 controls the shape.
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Linear regression and machine learning

@ Linear regression and machine learning
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Machine learning

We can view linear regression as a kind of machine learning:

performance at a certain task increases with more experience
(data)

Typical tasks:

o Classification: e.g. determining the grade from homework, class
attendance, class participation, eye contact with the teacher,
tutorial participation, midterm, quiz, final, etc (and possibly with
missing data)

o Regression: similar to classification, but output is “continuous”
rather than “discrete”

o Anomaly detection: finding what deserves more attention
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Machine learning

The “linear” part of linear regression suggests our model: we seek a
straight line to “connect the dots”.

Mathematical model:

{ = or x
N N~ ~—
predicted value parameters/weights features
"__—’_I P—

The model, with the trained parameters, becomes our algorithm.

Note: The power of many neural network methods in machine learning
and deep learning is that we can train the neural network to perform
highlyombination of the inputs, e.g., via supervised

learning.
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Linear regression and machine learning

Machine learning

MSE or MAE is our error metric. We want our algorithm to have a
small error between the predicted value and the “true” value.

o Training error: We want the error to be small on the data we have
seen

o Test (generalization) error: We want the error to be small on “new
data” that have not been used to determine the parameters

If we only have two data points, we can reduce the training error to
zero. .. but that’s likely leading to overfitting. One strategy to avoid
this is regularization: modification (not based on data) to reduce the
generalization error. (Will revisit this concept in the next set of
lecture.)
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