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Motivation

Suppose we have a possibly biased coin with unknown probability p
that Head will show up. Our best strategy to estimate p is perhaps to
experiment:

o What if we flip 1000 times and you get 500 heads?
@ What if we flip 999 times and you get 500 heads?
o What if we flip once and you get head?

o What if we flip 10 times and you get 4 heads, but the coin looks
“normal” and you would normally thank that t s a fair comn?
In this lecture, we will explore how to incorporate prior belief (i.e., our
view of the parameter that does not depend on the observations) in
estimating probabilistic quantities based on observations.
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Maximum a posteriori (MAP)

@ Maximum a posteriori (MAP)
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Maximum a posteriori (MAP)

A probabilistic view of the unknown parameter

In ML, the parameter 0 is assumed to be fized, but unknown. This is
the classical or frequentist approach.

But there is an alternative approach known as Bayesian: the parameter
0 is a random variable in itself, with a certain distribution, and our
estimate is the value that gives the largest value in the distribution.
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Maximum a posteriori (MAP)

A probabilistic view of the unknown parameter

In ML, the parameter 0 is assumed to be fized, but unknown. This is
the classical or frequentist approach.

But there is an alternative approach known as Bayesian: the parameter
0 is a random variable in itself, with a certain distribution, and our
estimate is the value that gives the largest value in the distribution.

The general approach:
©Q Start with a certain PMF or PDF
@ Observe data
© Based on the observation, adjust the PMF or PDF
© Make the estimate based on maximizing the adjusted PMF or PDF

E. Lam (University of Hong Kong) ELEC2844 Jan—Apr, 2020 4 /63



Maximum a posteriori (MAP)

Latin lesson

In probability, people like to use these two latin phrases:

a prior: = “beforehand”

a posterior: = “afterwards”

o A prior: knowledge is the “prior”, which usually comes from a
mathematical model;
@ A posteriori knowledge comes from observation or empirical
evidence.
Hence, our task is to morph from the a prior: distribution (prior
probability) to the a posterior: distribution (posterior probability)
based on observations.
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Maximum a posteriori (MAP)

Bayesian

In this Bayesian approach, the key equation is the Bayes’ rule:

fo|x(0]x) < fo(8) px|e(x[0)

(1)

© is the random variable to be estimated, and X = x the observation.
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Maximum a posteriori (MAP)

Bayesian

In this Bayesian approach, the key equation is the Bayes’ rule:

fox(0]x) o« fo(0)px|o(x|0) (1)

© is the random variable to be estimated, and X = x the observation.

The interpretation is:

posterior = prior x likelihood (2)
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Maximum a posteriori (MAP)

Bayesian

In this Bayesian approach, the key equation is the Bayes’ rule:

fox(0]x) o« fo(0)px|o(x|0) (1)

© is the random variable to be estimated, and X = x the observation.

The interpretation is:

posterior = prior x likelihood (2)

A further interpretation:

log(posterior) = log(prior) + log(likelihood) (3)

So log(prior) is an ezxtra term when we try to maximize the posterior
as opposed to maximizing the likelihood.
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MAP estimation examples

© MAP estimation examples
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Example 1

Assuming that a certain random variable © has the following

distribution
302 0<0<1
fo(0) = {

0 otherwise.

Furthermore, another random variable X is related to ©, such that

(X|® =0) ~ Geo(0). Given that we observe X = 2, find the MAP
estimate of ©.
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MAP estimation examples

Example 1

Because X|© is a geometric distribution,

fxjo(x0) =(1—0)""0
In MAP estimation,

foix(0lx=2) x fa(8) pxje(x =2(6)
= (30%)[(1—0)*" 9]
=303(1-9)

We need to maximize this expression, so we take the derivative w.r.t. 0
and set to zero, i.e.,

302 —40% =0
3

0="

4
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Example 1
fo;x(01x) A

posterior

!
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MAP estimation examples

Example 2: Poisson with exponential prior

Suppose random variables X7, X»,..., Xy, are independently generated
according to a Poisson random variable with parameter 0, but I only
observe their arithmetic mean, i.e.,

n
1
S:*E Xi
n?
i=1

where each x; are the generated numbers. Furthermore, I know that 0
itself is randomly generated, according to an exponential distribution

fo(0) = Ae 19,

Find the MAP estimate of © given observation s.
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MAP estimation examples

Example 2: Poisson with exponential prior

In the discussion of ML estimation, we have already noted that the
log-likelihood is

n
log Px (X1, .., Xn;0) = > logpx, (x;0)
i=1

n n
=-n0+ ) xilogh— ) log(x;!)
i=1 i=1

n
=-mn0+nslogd — Z log (xi!)

i=1
The log-prior is log fe(0) = logA — 6.

The log-posterior is the sum of the two, i.e., (C denoting what does not
involve 0)
log fo|s(0]s) = C—n0O +nslogd — A0
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MAP estimation examples

Example 2: Poisson with exponential prior
To maximize this, we take the derivative w.r.t. © and set to zero,

—n—i—E—?\:O

0
o ns s}\
n+A ]‘f—ﬁ
So the MAP estimate is Opyap = %
T+ 4

In the earlier discussion on ML estimate, we already know that the ML
estimate of a Poisson distribution is ®y. = s. Here, we note two
situations:

o If A is small, the prior becomes flat, and MAP approaches ML.

o If n is large, we have more and more trust on the data, and MAP
approaches ML.
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Comparing MAP and ML estimations

© Comparing MAP and ML estimations
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Comparing MAP and ML estimations

Example 1: additive noise

A signal X is transmitted through a certain wireless channel, which is
corrupted by an additive noise W. Suppose we know that both are
Gaussian distributed with zero mean, i.e.,

X ~N(0, 0%)
W~ N(0, o3y)

and that they are independent of each other. The received signal is
Y = X+ W. Given that we observe Y =, find:

@ the ML estimate of X
© the MAP estimate of X
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Example 1: additive noise

In thinking about the ML estimate, we assume that X has taken on a
value x, which is fixed but unknown, and we try to estimate this value
based on our observation.

With a fixed x, we can see that Y is a Gaussian distribution with mean
x and variance cr%,v. The likelihood function is

1
fyly;x) = \/ZTTT
w

We can maximize the log-likelihood, i.e.,

e (y—x)%/20%,

o 1 (y —x)?
log fy(y; x) = log VIrow — ZG\Z/V

which we can see that it happens when x =y. So, our ML estimate is
XL = Y
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____ Comparing MAP and ML estimations |
Example 1: additive noise

In thinking about the MAP estimate, the posterior PDF of X is

fxpv(xly) o< fx(x) fy x(y[x)
_ Ce—xz/zoie—(y—x)z/ZG‘zN

where c is a certain constant that does not depend on the value of x.

Note that given X = x, Y is a Gaussian distribution with mean x and
variance G\Z/V.

We need to maximize the logarithm of the above expression, which is
equivalent to minimizing

X2 (y—x)?

+
2
207y,

2
20%
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Comparing MAP and ML estimations

Example 1: additive noise

We take the derivative (w.r.t. x) and set to zero, i.e.,

2x  2(y—x) 0

2 2
20% 204,
2 2
owx = ox(y —x)
X
X = Y
2 2
oy + 0%

So, our MAP estimate is
2
5 o
Xwap = | 23—
e = ()"
Unlike the ML estimate, the MAP estimate is saying that if the

noise 18 large, we will ssmply estimate X to be close to zero
(remember it’s a zero-mean Gaussian) irrespective of what we

have observed.
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Comparing MAP and ML estimations

Example 2a: flipping a coin

A coin has an unknown probability 0 to result in head. We model the
prior PDF as a umiform distribution, where

1 0<B6<1
fo(0) =
{0 otherwise.
We toss the coin n times, and let X = k be the number of heads

observed. Find the MAP estimate.
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Comparing MAP and ML estimations

Example 2a: flipping a coin

A coin has an unknown probability 0 to result in head. We model the

prior PDF as a umiform distribution, where
fo(6) 1T 0<08<1

@ pr—
0 otherwise.

We toss the coin n times, and let X = k be the number of heads
observed. Find the MAP estimate.

ANS: The number of heads given © = 0 is given by

pxiolkl) = (oK1 -0 k=01,2,.m
From Bayes’ rule, the posterior probability of © is

fox(01k) o< fo () px e(kl0) = cO8(1—0)"k

where c is a constant independent of 0.
Jan—Apr, 2020
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Comparing MAP and ML estimations

Example 2a: flipping a coin

We obtain the MAP estimate by maximizing

fox(01k) =co*(1—0)" "
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Comparing MAP and ML estimations

Example 2a: flipping a coin

We obtain the MAP estimate by maximizing
fo x(0]k) =cO*(1—0)"k
Taking the derivative w.r.t. 8 and setting it to zero,
0=ck(l—0)""*g T —¢c(mn—k)(1—0)""*Tgk
which yields the MAP estimator 0= %

Thais 1s ezactly the same as the ML estimator! The reason 1s
because we have an uninformative prior.
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Example 2b: flipping a coin

A coin has an unknown probability 0 to result in head. We model the
prior PDF as

2—4"]—9’ 0<0<l
fo(0) = 2

0 otherwise.

We toss the coin n times, and let X = k be the number of heads
observed. Find the MAP estimate.
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Example 2b: flipping a coin

ANS: From Bayes’ rule, the posterior PDF of O is

fo|x(01k) x fo(0)px|e(kl0)
=c (2—4- ‘;—eD (1 -k

E. Lam (University of Hong Kong) ELEC2844 Jan—Apr, 2020 22 / 63



Example 2b: flipping a coin

ANS: From Bayes’ rule, the posterior PDF of O is
fo|x(01k) x fo(0)px|e(kl0)
1
=c (2—4- ‘2 —eD k(1 —9)"k
How do we maximize this w.r.t. 67 We divide into three cases: (a)
maximum is at © < 1/2; (b) maximum is at 0 > 1/2; (c) maximum is

at 0 =1/2.

For (a) and (b), we need the derivative to be zero; for (c), note that
the function is not differentiable.
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Example 2b: flipping a coin

(a) For © < 1/2: We have fg|x(0|k) ex+T1(1 — @)™k, Taking the
derivative w.r.t. © and setting it to zero, similar calculations as above
would yield the MAP estimator

okt
n+1
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Example 2b: flipping a coin

(a) For © < 1/2: We have fg|x(0|k) ex+T1(1 — @)™k, Taking the
derivative w.r.t. © and setting it to zero, similar calculations as above
would yield the MAP estimator

A~ k

o= X1

n+1
(b) For 0 > 1/2: We have fg x(0|k) 0% (1 — )" k*1, Taking the
derivative w.r.t. 0 and setting it to zero, similar calculations as above
would yield the MAP estimator
k

O=—_.
n+1
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Example 2b: flipping a coin

(a) For © < 1/2: We have fg|x(0|k) ex+T1(1 — @)™k, Taking the
derivative w.r.t. © and setting it to zero, similar calculations as above
would yield the MAP estimator

A~k
o—xt1
n+1
(b) For 0 > 1/2: We have fg x(0|k) 0% (1 — )" k*1, Taking the
derivative w.r.t. 0 and setting it to zero, similar calculations as above
would yield the MAP estimator

k

O=—_.
n+1

(c) Situations other than (a) or (b) would be (c).
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Example 2b: flipping a coin

Summarizing, the MAP estimate is given by

k+1 ifk+1<1
n+1 n+1 2

6 11 gk 1 kil
2 n+1 "2 n+1
k ol k
i L
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Example 2b: flipping a coin

Summarizing, the MAP estimate is given by

k+1 ifk—|—1<1
n+1 n+1 2
= 1 ifL\lg@
2 n+1 "2 n+1
k i1< k
n+1 2 n+1
For example, if n = 9, then
k| O 1 2 3 4 5 6 7 8 9
©[01/02]03|04|05|05/|06|0.7|0.8]0.9
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Least mean square (LMS) estimate

@ Least mean square (LMS) estimate
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MAP and LMS

Bayesian approach actually gives us another possible esimate. Consider
the posterior probability

fo|x(01x) x fo(8) px jo(x]0)

where O is the random variable to be estimated, and X = x the
observation.

o MAP estimate:

Owmap = arg max fox(0]x)

o Least mean squares (LMS) estimate:

OLms = E(O]X) (4)
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MAP and LMS

Comparison of MAP and LMS:
o MAP finds the mazimum, or mode of the posterior distribution

o LMS finds the conditional expectation of the posterior
distribution. It minimizes the mean squared error over all
estimators.

o The conditional variance var(©|X) also gives us information about
how reliable the estimator is.

o If the posterior distribution is symmetric around its conditional
mean and unimodal, then MAP = LMS.
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LMS example

Assuming that a certain random variable © has the following

distribution
302 0<0<1
fo(0) = {

0 otherwise.

Furthermore, another random variable X is related to ©, such that

(X|® =0) ~ Geo(0). Given that we observe X = 2, find the LMS
estimate of ©.
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LMS example

We had looked into this problem with MAP estimation, and note that
the posterior is (except for the constant)

fox(0]x =2) x03(1—-0)

Let K be the proportionality constant. Since this is a PDF, it must
integrate to unity,

1
J KO3(1—0)do =1
0

4 5 0
K =20
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LMS example

Hence, the LMS estimate (conditional expectation) is
1
E©|X =2) :J 0-2003(1 —0)do
0

1 1" 2
—20(-0°>——-p°| ==
0[59 6e]0 :

Also, for the conditional variance,

1
E(©%|X =2) :J 02 -200%(1—0)de
0

o [1e 1.5 10
_20[69 79}0_21
_ 10 (2 )
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LMS example

Putting things in perspective:

f@|X(e|X) @MAp—i
=3
’ }
2 :
| 5
i 8
0 ! 1
—0 ! +0
Ous - 2
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e Conjugate prior
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Example

A coin has an unknown probability 0 to result in head. We model the
prior PDF as a beta distribution, where

I —1 o B—1
0 (16 0<0<1
fe(0) ~ Beta(0; o, ) = {B(“,B) ( )

0 otherwise,

where B(a, B) 15 a normalizing constant, known as the beta
function, given by

Fel(B) _ (x—=DIB—T)!

Blo, B) = Fatp)  (ctrp—1)

(We can use the factorial notation if the quantity is a nonnegative
integer.) We toss the coin n times, and let X = k be the number of
heads observed. Find the MAP estimate.
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Conjugate prior

Beta distribution

The beta distribution takes on different shapes for various values of o
and 3, which are not necessarily integers. Specifically, when
o =f =1, we get the uniform distribution.

Beta(0; o, B)
3




Conjugate prior

Beta distribution
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Conjugate prior

Beta distribution

The beta distribution takes on different shapes for various values of o
and 3, which are not necessarily integers. Specifically, when
o =f =1, we get the uniform distribution.

Beta(0; o, B)
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Conjugate prior

Beta distribution

The beta distribution takes on different shapes for various values of o
and 3, which are not necessarily integers. Specifically, when
o =f =1, we get the uniform distribution.

Beta(0; o, B)
3

x=8,p=4
2 a=f3=0.1
1 x=p=1
0

0 02 04 06 038 1 0
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Conjugate prior

Example

ANS: From Bayes’ rule, the posterior PDF of O is

fo|x(01k) x fa(0)px|e(kl|0)

— 1 x—1r1 _ 61) k(1 __ agyn—k
_<B((X)B)e (1—0) o%(1—9)

— Cek-!—oc—] (1 _ e)n—k-l-ﬁ—]
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S Colgtopte
Example

ANS: From Bayes’ rule, the posterior PDF of O is
fo|x(01k) x fa(0)px|e(kl|0)

— 1 x—1r1 _ [31) k(1 __ agyn—k
_<B((X)B)e (1—0) o%(1—9)

— Cek-!—oc—] (1 _ e)TL—k-O—ﬁ—]

Taking the derivative w.r.t. 6 and setting it to zero,
0= (k_i_oc_n(]_e)nkarBf] ek+oc72_(n_k+[3_] )(] _6)n7k+5726k+a71

k+ (ax—1T)
n+(a+p—2)

which yields the MAP estimator 0=
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Designing the prior

The beta distribution is called a conjugate prior of the Bernoulli,
because they have the same form

o1 (1 _ e)Yz
for some vy; and v>.
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Designing the prior

The beta distribution is called a conjugate prior of the Bernoulli,
because they have the same form

o1 (1 _ e)Yz
for some vy; and v>.

The parameters of the prior are called hyper-parameters. We can set
them to encode our prior beliefs.
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Designing the prior

Example: Suppose we want E(6) = 0.7 and var(0) = 0.04.
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Designing the prior

Example: Suppose we want E(6) = 0.7 and var(0) = 0.04.

With a bit of mathematical derivations, we can show that the beta
distribution has the following expressions for mean and variance:

_ o
) = T B B T)

Plugging in

fod 7
= 0.7, we find x = = f3.
x+ B W 3 B
We then use the expression for the variance, and after some

51
calculations, we have 3 = 0= 1.275. Hence, o = 2.975.
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Conjugate prior

Multinomial and conjugate prior

We have seen that the discrete binomial random variable or likelihood
X~ Bin(n, 0] = pxjo(k[0) = (1051 0" * k=01,

has a conjugate prior given by the continuous beta distribution

1
B(e, )

which can encode a range of possibilities of prior information, and
make it relatively easy to calculate the posterior. Together, we call this
the beta-binomial model. We can generalize to cases with multiple
outcomes (i.e., from a coin to a die).

fo(0) ~ Beta(0; o, B) = 9 1(1—9)F! 0<0<1
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Conjugate prior

Multinomial distribution

Generalizing the binomial distribution, for each event with K possible
outcomes, we let

X:(Xh--')XK) , 92(61)°-->6K)

where x; denotes the number of times event j has occurred, with
probability 0;.

E. Lam (University of Hong Kong) ELEC2844 Jan—Apr, 2020 39 / 63



Conjugate prior

Multinomial distribution

Generalizing the binomial distribution, for each event with K possible
outcomes, we let

X = X1y ey XK) , 6:(61)'-')61()

where x; denotes the number of times event j has occurred, with
probability 0;.

The random vector X follows a multinomial distribution

K
x~murin,e) = (" )TTe) )
i) L

K

n n! ..

where E X =N, and = are partitions.
- X1yeooy Xk X1 XK
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Multinomial distribution

When n = 1, binomial becomes Bernoulli.

Similarly, when n = 1, multinomial becomes a “categorical”

distribution: random vector x denotes a one-hot encoding of event j
that has occurred, with

jth

This is very useful for classification problems.

E. Lam (University of Hong Kong) ELEC2844 Jan—Apr, 2020 40 / 63



Dirichlet distribution

Generalizing the beta distribution, we have the Dirichlet distribution,
defined over the probability simplex

K
sk:{e:o<ek<1,Zek:1}
k=1

such that
1 K
ot
D|r(6 O( B_ |_| te (6)
K K

. Hk:] Mok )

h p— B = ———
with o E ok, and B(x) M)

k=1
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Conjugate prior

Dirichlet distribution

Remember for K = 2 (beta distribution), a1 = «z; = 1 gives a uniform
distribution.

For K = 3, The probability simplex is the surface:

01

0>

3 o1 = oo = &3 = 1 is a uniform distribution

E. Lam (University of Hong Kong) ELEC2844
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Conjugate prior

Dirichlet-multinomial model

Using the Dirichlet as prior, and multinomial as the likelihood, the
posterior is given by

fo|x(01x1,...,xx) x fo(0) pxjo(X1,...,xK|6)

K K
x (H e;j”) I167

k=1 j=1

K
_ o +x—1
=]]ex
k=1

o Dir(0; ot1 + %1,y 0k + Xx)
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Conjugate prior

Dirichlet-multinomial model

We compute the MAP estimate by maximizing the (log) posterior.

K
maximize log H Bl‘fﬁx“*]
k=1

K
subject to Z 0 =1
k=1

We solve by using A = Lagrange multipler,

K
L (o +xic — 1) log B +A ) Oy

1 k=1

oL o +x — 1
adall 0, — KT
20, = k h

I
M~

I
° T
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Conjugate prior

Dirichlet-multinomial model

We next solve for A by summing over k:

K

1:ZGk:—fZ(ock—i-xk—]):—%(cxo—i—n—K)

k=1 k=T
Thus, A = —(xp + n — K). Hence, the MAP estimate is

o+ xp — 1

O, =
K o« +n—K
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Conjugate prior

Dirichlet-multinomial model

We next solve for A by summing over k:

K K

1:Zek:—fZ(ock—i-xk—]):—%(oco—i—n—K)

k=1 k=T
Thus, A = —(xp + n — K). Hence, the MAP estimate is

o+ xp — 1

O, =
K o« +n—K

In case of uninformative prior (uniform distribution), o =1,

Xk

n

Ok =
i.e., the empirical fraction of time event k occurs.
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Sequential learning with MAP

© Sequential learning with MAP
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Sequential learning with MAP

Recursive learning

The Bayesian estimation technique can be adapted to a successive
refinement procedure as data come in. This is known as recursive
learning or online learning.

Example: Suppose we believe our data come from a uniform
distribution
x(x) ~ U(0, 6)

but 0 is something you need to estimate, based on successive
appearance of new data. Before seeing any data, we can only assume
that 0 < 0 < 10. The data that we subsequently observe are, in order,
{4,7,2,8}. Show how our understanding of 0 changes.
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Sequential learning with MAP

Recursive learning

ANS: Let the data be labeled x; =4, xp =7, x3 =2, x4 = 8. We make
use of Bayes’ rule (and ignore normalization throughout):

foix, (01x1) < fx, je(x110) fe(0)
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Recursive learning

ANS: Let the data be labeled x; =4, xp =7, x3 =2, x4 = 8. We make
use of Bayes’ rule (and ignore normalization throughout):

foix, (01x1) < fx, je(x110) fe(0)

@ Since 0 < 0 < 10, without further information, we assume it is a
uniform distribution. Hence,

]
- 0010
fo(0) =< 10 )
0 otherwise.

E. Lam (University of Hong Kong) ELEC2844 Jan—Apr, 2020 48 / 63



Sequential learning with MAP

Recursive learning

ANS: Let the data be labeled x; =4, xp =7, x3 =2, x4 = 8. We make
use of Bayes’ rule (and ignore normalization throughout):

foix, (01x1) < fx, je(x110) fe(0)

@ Since 0 < 0 < 10, without further information, we assume it is a
uniform distribution. Hence,

]
= 0<0<10
fo(0) =< 10 )
0 otherwise.

e fx,je(x110) =1/0, provided x; < 6.
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Sequential learning with MAP

Recursive learning
ANS: Let the data be labeled x; =4, xp =7, x3 =2, x4 = 8. We make
use of Bayes’ rule (and ignore normalization throughout):

foix, (01x1) < fx, je(x110) fe(0)

@ Since 0 < 0 < 10, without further information, we assume it is a
uniform distribution. Hence,

]
- 0010
fo(0) =< 10 )
0 otherwise.

o fx,|@(x110) =1/0, provided x; < 6.
o Putting the two together, with x; =4,

10 4<0<10
fox, (0]x1) x o
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Sequential learning with MAP

Recursive learning

We apply Bayes’ rule again, noting that X; and X, are conditionally
independent given O:

fox,,x,(01x1,%x2) o fx, x,|0(x1,%x2[0) fe(0)
=fx,1e(x210) fx, je(x1/0) fe(0)
=fx,j0(x210)fo|x,(0]x1)
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Recursive learning

We apply Bayes’ rule again, noting that X; and X, are conditionally
independent given O:

fox,,x,(01x1,%x2) o fx, x,|0(x1,%x2[0) fe(0)
=fx,1e(x210) fx, je(x1/0) fe(0)
=fx,j0(x210)fo|x,(0]x1)

o fx,|e(x210) =1/6, provided x; < 0.
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Sequential learning with MAP

Recursive learning

We apply Bayes’ rule again, noting that X; and X, are conditionally
independent given O:

fox,,x,(01x1,%x2) o fx, x,|0(x1,%x2[0) fe(0)
=fx,1e(x210) fx, je(x1/0) fe(0)
=fx,j0(x210)fo|x,(0]x1)

o fx,|e(x210) =1/6, provided x; < 0.
o Putting it together with our previous result, with x; =7,

1/62 7<0<10

f (0]x1,%2) o
©1X1,X2 ’ 0 otherwise.
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Sequential learning with MAP

Recursive learning
We apply Bayes’ rule once again,

foIx,,x2,x; (01%1,%2,%3) o< fx; 1 0(x310) fo|x,,x,(01x1,%2)
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Sequential learning with MAP

Recursive learning
We apply Bayes’ rule once again,
foIx,,x2,x; (01%1,%2,%3) o< fx; 1 0(x310) fo|x,,x,(01x1,%2)
With x3 = 2, we do not shrink the range of 0, and therefore
1/63 7<0<10

fo|x,X,x; (01%1,%x2,%3) o .
0 otherwise.
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Sequential learning with MAP

Recursive learning
We apply Bayes’ rule once again,

foIx,,x2,x; (01%1,%2,%3) o< fx; 1 0(x310) fo|x,,x,(01x1,%2)

With x3 = 2, we do not shrink the range of 0, and therefore

1763 7<06<10

fo|x,X,x; (01%1,%x2,%3) o .
0 otherwise.

We apply Bayes’ rule for one more time,

f@ ‘ X],XZ,X3,X4(6 |X] )XZ)X3)X4) X fX4 ‘ @(X4 | e) f@|X1 ,Xz,X:))(e | x])XZ)X:S)

E. Lam (University of Hong Kong) ELEC2844 Jan—Apr, 2020 50 / 63



Recursive learning
We apply Bayes’ rule once again,

foIx;,x2.x; (01%1,%2,%3) o< fx;10(x310) fo|x, X, (0]x1,%2)
With x3 = 2, we do not shrink the range of 0, and therefore

1763 7<06<10

fo|x,X,x; (01%1,%x2,%3) o .
0 otherwise.

We apply Bayes’ rule for one more time,

f@ ‘ X],XZ,X3,X4(6 |X] )XZ)X3)X4) X fX4 ‘ @(X’4 | e) f@|X1 ,Xz,X:))(e | x])XZ)X:S)

With x4 = 8, we have

1764 8<06<10

f@|X],X2,X3,X4(e|X1)X2)X3)X4) X .
0 otherwise.

E. Lam (University of Hong Kong) ELEC2844 Jan—Apr, 2020 50 / 63



Sequential learning with MAP

Recursive learning

Visualizing the results in plots:
foIx..x(01%x1,...,xx)
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Recursive learning

Visualizing the results in plots:
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Sequential learning with MAP

Recursive learning

Visualizing the results in plots:

foix;..x. (01x1,...,%1)
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Sequential learning with MAP

Recursive learning

MAP rule is to maximize fg|x,.. x, (0]x1,...,xx).

o With only x;, the maximum is at 0 = 4.
o With x; and x;, the maximum is at 6 = 7.
o With x; to x3, the maximum is at 6 = 7.
o With xq to x4, the maximum is at 6 = 8.

o Every additional data point changes our belief about the random
variable ©.
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Hypothesis testing

@ Hypothesis testing
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Hypothesis testing

Hypothesis testing as an estimation problem

Binary hypothesis testing involves deciding between two “hypotheses”,
e.g., P(H) = 0.5 versus P(H) = 0.1 for a particular coin, based on
observations of outcomes.

We can look at this as a special case of parameter estimation, where 0
takes on two possible values. Both ML and MAP can be used.
Nevertheless, we'll introduce the specific terminologies relating to
hypothesis testing.
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Hypothesis testing terminology

We use Hp and H; to denote the two hypotheses.

Ho : null hypothesis

H; : alternative hypothesis

X = (Xy,...,Xn) is a vector of random variables whose distribution
depends on the hypothesis. Certain set (or acceptance region) of X will

lead us to decide on Hy; outside that set (or rejection region), we will
conclude on Hj.

We are interested to find a rule to determine where the regions are.
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Hypothesis testing terminology

We can have two types of errors:

Type I (false rejection) : reject Hy even though it is true

Type II (false acceptance) : accept Hy even though it is false

Type I error means X lies in the rejection region R, even when the
reality should follow Hy. This occurs with probability

«(R) = P(X € R; Ho) (7)

Type II error means X does not lie in the rejection region R, even when
the reality should follow H;. This occurs with probability

B(R) =P(X &R Hy) (8)

We often have to tradeoft between the two types of errors.
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Hypothesis testing and ML

We define the likelihood ratio L(x) for both discrete and continuous
r.v.:

_ px(x;Hyp) _ fx(x
L) = px(x; Ho) or L= fx(x; Ho) )
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Hypothesis testing and ML

We define the likelihood ratio L(x) for both discrete and continuous
r.v.:

~ px(x;Hy) _ fx(x; Hy)
L) = px(x; Ho) or L= fx(x; Ho) )

ML says we pick H; if L(x) > 1, and Hp otherwise.
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Hypothesis testing and MAP

Let Hp means © = 0y with prior probability pg(6o), and H; means
O = 0 with prior probability pe(07). The MAP rule for © = 0, is

Pe (o) Pxje(x100) < Pe(01)px|e(x]01)
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Hypothesis testing and MAP

Let Hp means © = 0y with prior probability pg(0o), and H; means
O = 0 with prior probability pe(07). The MAP rule for © = 0, is

Pe (o) Pxje(x100) < Pe(01)px|e(x]01)

We define the likelihood ratio L(x) for both discrete and continuous
r.v.:

x|0 f x|0
Lix :PX|@( 161) o L) = xle(x[01) (10)
Px|e(x]0o) fxje(x|00)
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Hypothesis testing and MAP

Let Hp means © = 0y with prior probability pg(0o), and H; means
O = 0 with prior probability pe(07). The MAP rule for © = 0, is

Pe (o) Pxje(x100) < Pe(01)px|e(x]01)

We define the likelihood ratio L(x) for both discrete and continuous
r.v.:

_ pxjel(x[61) _ Txje(x181)
)= px|e(x[60) or L= fxje(x]0o) (10)

MAP says we pick Hy if [(x) > ¢, and Hy otherwise, with

0
= pe(6o) (11)
pe(61)
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Example

We have a die and have two hypotheses about its fairness:

Ho (fair die) : (x;Hp) =

1
6
H; (loaded die) : (x;Hy) = {
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Hypothesis testing

Example

We have a die and have two hypotheses about its fairness:

Ho(fair die) :  px(x;Ho) =1 x=1,...,6
1
1 x=12
Hi(loaded die):  px(x;Hp) =% ~ 7
T+ x=3,4,56
. _1/4 3
©Q Forx=1,2: L(x) = 176~ 2
18 3

@ For x =3,4,5,6: L(x) = /6 =7

If we use ML, observing 1 or 2 will lead us to Hy, and observing 3 to 6
will lead us to Hy.
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Hypothesis testing

Example

If we use “MAP”, we are more flexible to set (.

o If weset (< %: we will reject Hp for all x.

o If we set ¢ > %: we will accept Hy for all x.
x(C)=0  B(g)=1

o If we set 3 7<C< 2' we will accept Hp for x = 3,4,5,6 and reject
it for x = 1 , 2.

2

'

o
I

P(X=1,2;Ho) = 3
B(C):P(X:3>4>5)6 )

N\
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Tradeoff

Choosing ( represents a tradeoff in Type I and Type II errors. In fact,
using the likelihood ratio as a means of deciding on the acceptance and
rejection regions, reducing one type of error leads to an increase in
another, given by the Neyman-Pearson Lemma.

Consider using the likelihood ratio L(X) for testing, with error
probabilities

P(L(X) > Hy) =« and PL(X)<GH) =P

Suppose some other test results in a rejection region R achieving a
smaller (or equal) false rejection probability P(X € R; Hp) < «, then we
must have

P(X¢Z R Hi) > B

with strict inequality P(X ¢ R;H;) >  when P(X € R; Hp) < «.
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Hypothesis testing

Conclusions

Parameter estimation based on observations has increasingly
widespread use, especially because we are in a data-driven era.
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Hypothesis testing

Conclusions

Pierre-Simon Laplace (1749-1827) once said:

“Les questions les plus importantes de la vie ne sont en effet, pour la
plupart, que des problemes de probabilité.”
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Hypothesis testing

Conclusions

Pierre-Simon Laplace (1749-1827) once said:

“Les questions les plus importantes de la vie ne sont en effet, pour la
plupart, que des problemes de probabilité.”

%S/a Pierre-Simon Laplace "\-’Z?

The most important questions
of life are indeed, for the most

part, really only problems of
probability.

Maybe this s true on 8 June 2020°?
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